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Summary

In behavioural ecology, stochastic dynamic programming may be used as a
general methéd for calculating animals’ optimal behavioural policies. But. how
might the animals themselves learn optimal policies from their experience? The
aim of the thesis is to give a systematic analysis of possible computational
methods of learning efficient behaviour.

First, it is argued that it does follow from the optimality assumption that
animals should leam optimal policies, even though they may not always follow
them. Next, it is argued that Markov decision processes are a general formal
model of an animal’s behavioural choices in its environment. The conventional
methods of determining optimal policies by dynamic programming are then
described. It is not plausible that animals carry out calculations of this type.

However, there is a range of alternative methods of organising the
dynamic programming calculation, in ways that are plausible computational
models of animal leaming. In particular, there is an incremental Monte-Carlo
method that enables the optimal values ( or ‘canonical costs’) of actions to be
learned directly, without any requirement for the animal to model its environ-
ment, or to remember situations and actions for more than a short period of
time. A proof is given that this learmning method works. Leaming methods of
this type are also possible for hierarchical policies. Previously suggested learn-
ing methods are reviewed, and some even simpler learning methods are
presented without proof. Demonstration implementations of some of the learn-

ing methods are described.



Corrigenda

Page 90, lines 13-21 should be replaced by:
Note that

(1-)UK x, ) + or* = UK %)+ @ i ) enn + 5_‘, AV WorlEr) = Uit )]

A learning method can be unplememed by, at each time step, adding appropnate fracnons of the
current prediction dnffcrence to previously visited states.

Page 91, insert after line 16:
The total change in U(x) that results from a visit to x at time ¢ is

a[el + VAL, + (‘Yk)z €2+ - ] = cc[r} = Ulx )] - o 2(7)")‘ Cl(xyq » t41—=1) €40y
. . mal .

Note that [C(x,1)| < 1 lk for all x and ¢, If U is exactly conféct, then the average value of the

first term on the RHS above will be zero; however, if there is any error in U, then the second
term on the RHS above will become neghglble for sufﬁc:ently small c.

Page 98, in line 21: : ‘ o : : -
‘Michie (1967)' should be deleted; ‘Widrow et al (1972)° should be replaced by
‘Widrow et al (1973)". . -

Page 227, lines 7 to 13 should be replaced by:
Sufficient conditions are that: .
. For each observation, x, a, and & may be chosen with knowledge of previous observations,

but r and y are sampled, independently of other observations, from a joint distribution that
depends only on x and a. :

. For all x and a, the rewards should have finite mean and finite variance.

. For each state-action pair x, a, the subsequence of leaming factors for observations of the
form [ x a y, r, ] is monotonically decreasing, tends to zero, and sums to infinity.

Page 228, replace lines 14 to 23 by:
between each value of n in the sequence.

To show this, consider the subsequence of observations in which action a is performed in
state x, Let the index of the ith observation in this subsequence have index m; in the main
sequence of observations. The replay probabilities when performing a in state <x,m;> in the ARP
may be written explicitly as follows. Let B;, be the probability that the m,th observation will be
replayed when action a is performed in <x,m;>. Then '

B, = 0 for s>i
B = o

H(l-a,)]a,-., fors=1toi, takingoy=1

£ a4l



If for some j>0
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then it may be shown that
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That is, if d(<x,n’>,a) - d(<x n>,a) = D then if action a is performed i m <x,n"> then the probabil- |
ity that the observation replayed has index less than »# is less than 1-e¢™2

Hence, the depth construction given previously on page 228 shows that, for any chosen
number of replays k and any chosen value € of the learning factor and for any small probability §,
it is possible to choose a level n in the ARP so large that, starting at any state <x,n> and follow-
ing any sequence of actions, the number of replays will be greater than k and the maximal value
of o encountered during any of the first k replayed moves will be less than €, with probability
greater than 1-8. k and & may be chosen so that the expected k-step truncated returns of the ARP
are as close as desired to the expected returns of the ARP.

It remains to show that the transition probabilities and expected rewards in the ARP con-
verge to those of the RP. There is a delicate problem here: the ARP is constructed from a
sequence of observations, and some observation sequences will be unrepresentative samples.
Furthermore, x, , a,, and o, may all be chosen with knowledge of the previous observations 1
to n~1. So to give a convergence result, it is necessary to regard the observed rewards and transi-
tions as random variables, and to argue that, for any RP, the transition probabilities and expected
rewards in the ARP will converge to those in the RP with probability 1, the probabmty being
taken over the set of possible sequences of observations for each state action pair. :

Consider once more the subsequence of observations of action a4 in state x, and let the ith
observation in this subsequence be observation m; in the main sequence, and let R; be the random
variable denoting the reward observed on this mth observation. Let the states be numbered from
1to S, and let 'I‘,l v+« .+ TY be random variables such that if the observed destination state at the
m;th observation is the kth state, then T¥ = 1 and Tl— 0 for j # k. Note that E[ T? ] = P, (a) and
E[ R; ] = p(x,a) for all i.

The expected reward and the transition probabilities in the ARP (which are now random vari-
ables, since they depend on the observation sequence) are:

pARP(Q, m>a) = z Bi.rR

=0

and

i
P‘Mmp.q, s(@) = Z 5;,1 T;

s=Q . R
Note that E[ p**"(<x, m>,a)]=p(x,a) and E[ P >, . 5(8) 1 = Py(a), and observe that
max {B:s} - 0 as x—) oo, Since, by hypothesis, the means and variances of all rewards are
ﬁmte. and the TF are bounded, the strong law of large numbers implies that as i — oo,
p**P(<x, m>,a) = p(xa) and Pﬁ,’f’,,‘_,,q. >(@) = P, (a), both with probability 1. Since there is

only a finite number of state-action pairs, all transition probabilities and expected rewards in the
ARP converge uniformly with probability 1 to the corresponding values in the RP as the level in
the ARP tends to infinity, This completes the proof.
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Chapter 1
" Introduction

Learning to act in ways that are rewarded is aAsign'of intelligence. It is,
for e)tample, natural to train a dog by rewarding it when it responds appropri-
~ately to }corn:nands That animals can learn to obtain rewards and to avoid pun-
ishments is generally accepted and thls aspect of animal mtelhgence has been
studied extensively in expenmental psychology. But it is strange that this type
of learmng has been largely neglected in cognitive science, and I do not know
'of a smgle paper on animal learmng publxshed in the main stream of hterature

on aruﬁc1al mtelhgence

| This thesis will present a general computational approach to learmng from
rewards and pumshments, which may be applied to a wide range of situations
in which anirnal leamin.g} has been stndied, as well as to many other types of
'learn'ing probllem " The aim of the thesis is not to present speeiﬁc eomputational
models to explam the results of specxﬁc psychologxcal expenments Instead, I

| W111 present systemaﬂca.lly a fanuly of algonthms that could m principle be
used by animals to optxrmse their behaviour, and which have potentxa.l applica-

" tions in amﬁcxal mtelhgence and in adaptxve control systems.

In this 1ntroduct10n I will d1scuss how amrnal learnmg has been studled

and what the requirements for a computanonal theory of leammg are.
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Chapter | — Introduction

1. Classical and Instrumental Conditioning

I will not give any comprehensive review of the enormous literature on
the experimental study of animal learning. Instead I will describe the essential
aims of the experimental research, the nature of the phenomena studied, and

some of the main conclusions.

‘There is a long history of research into conditioning and associative leam-
-ing, as described by Mackintosh (1983). Animals’ ability to learn has been stu-
died by keeping them in controlled artificial environments, in whieh events and
contingencies are under the control of the experimenter. The prototypical
aniﬁcial environment is the Skinner box, in whieh an animal may be con-
fronted with stimuli, such as tﬁe sound of a buzzer oe the sigﬁt of an
illurni;xated laanp, and thel animal may perform responses‘rsuch as pfessing a
lever in the case of a rat, or pecking at a light in the case of a pigeon. The
ani‘mal may be automatically prc;vided with reinforeeis. In behavioural terms, a
-positive reinforcer is something that may increaee the brobability of a preceding
reSpo.nse;‘ a positiye reinlferc'er might‘be a morsel of food foe a hungry animal,
for ins‘tance ora sip of water for a thirsty animal. Converéely, a negative rein-
forcer, such as an electric shock, is somethmg that may reduce the probabxlty of
a precedmg reSponse Ina typxcal expenment the ammal S envu'onment may be
conu'olled automancally for a long penod of tlme, and the dehvcry of rein-
~ forcers may be made contmgent upon the stimuli presentcd and on the
'.responses of the animal. The events and contmgencxes that are specified for the

artificial environment are known as the reinforcement schedule.

Two principal types of experimental procedure have been used: instrumen-

tal and classical conditioning schedules.

In instrumental schedules, the reinforcement that the animal receives

depends on what it does. /nstrumental learning is learning to perform actions to
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_ obtain rewards and to avoid punishments: the animal learns to behave in a cer-
tain way because behaving in that way leads to positive reinforcement. The
adaptive function of instrumental conditioning in animals is clear: blue tits will

obtain more food in winter if they can learn to visit well stocked bird-tables.

In classical . (or ‘Pavlovian’) experiments, the animal is exposed to
sequences of ‘Ievents and reinforcers. The reinforcers are contingent on the
events, not on the animal’s own behaviour: a rat may be exposed to a light, and
then given an electric shock regardless of what it does, for example. Experi-
ments of this type are often preferred (bickinson 19'80) because the correlations
| between events and rc;inforccrsmay.be controlled by the experimenter, whereas
th; animal’s actiops may not.

Classical conditioning experiments depend on the fact that an animal may
naturally rcspond_ to certain stimuli without any previous learning: a man will
withdraw his hand from a pin-prick; a dog will salivate at the sight of food.
The stimulus that elicits the response is termed the unconditioned stimulus or
US. If the animal is Iplaced in an environment in which another stimulus—the
~.conditioned stimulus or CS—tends to occur before the US, so that the
occurrence of the CS is .corrclatcd wi;h the occurrence of the US, then an
~animal may produce the response after the CS only. It is as if the animal leamns

to expect the US as a result of the CS, and responds in anticipation.

Whether there are in fact two types of learning in instrumental and classi-
cal conditioning is much disputed, and complex and difficult issués are
involved in attempting to settle this question by expérimcnt. However, I will be
concemed not with animal experiments but with learning algorithms. I will
_therefore give only a brief discussion of one interpretation of vthé _cxpén'mcntal
evidence from animal ‘experiments, as part of the argument in favour of the

type of leaming algorithm I will develop later.
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Mackintosh (1983) discusses the relationship between classical and instru-

mental conditioning at length.

Flrst, it nught seem temptmg to regard classical condmomng as a form of
mstrumcntal condmomng might a dog not learn to salivate in anticipation of
food because the dog found that if it salivated the food was more palatable?
Mackintosh argues that classical conditioning cannot be explained as instrumen-
tal conditioning in this way. One of the neatest experiments is that of (Browne

'1976) in which animals were initially prevented from giving any response while
they observed a correlation between a stimulus and a subsequent reward.
"When the constraint that prevented ihc animals giviﬁg ‘the response was
removed, they immediately gave the response; there was no possibility of any

instrumental learning because the animals had been prevented from responding.

‘Mackintosh also notes that, perhaps more suprisingly, much apparently
instrumental condmonmg may be explamablc as cla551ca1 conditioning. In an
instrumental expcnment in which animals learn to perform some action in
| response to a conditioned stimulus, the animal must incvitably observe a corre-
~ lation betwéen the conditioned stimulus and thé reward that occurs as a result
of its action. This correlation, produced by the anixﬁal itself, may give rise to a
~ classically conditioned response: if this classically conditioned response is the
same as the instrumental response, then each response will S&cngthen the corre-
lation between the CS and the reward, thus strengthening the conditioning of
the CS. Learning would thus be a positive feedback process: the more reliably
~ the animal responds, the greater the correlation it observes, and the greater the

correlation it observes, the more reliably the animal will respond.

But, as Mackintosh argues, not all instrumental learning may be explained
in this way. A direct and conclusive argument that not all instrumental learning

is explainable as classical conditioning is the common observation that animals
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can learn to perform different responses in response to the same stimuli to.
obtain the same rewards. "

VIacidntosh sug‘ocsts, however, th‘at no instrumental conditioning experi-
ment is totally free of classmally condmoned effects, and vice versa. For
instrumcntal leaming to occur an ammal must producc at least one response, or
scqucncc of rcsponscs, that rcsults in a rcwa.rd—why docs the animal produce
the ﬁrst such response? Instrumental learning consists of attemptmg to repeat
previous successes; the ach1evement of the ﬁrst success requires a different
explanation. One possibility. is that an animal performs a totally random
exploration of its environment: but this cannot be accepted as a complete expla-
nation. A reasonable hypothesis is that cla.sslica-l conditioning' is the expression
““of indate knOWIedgc of what éctions hre usually appropriate when certain types

'of ‘ev'efnts are observed tovbe correlated in the environment The roughly
éppropriéte innate behaviour releascdiby classical conditioning may then be
ﬁnc-tuncd by instrumental lvenrning The qncstion of the relationship bctwccn‘
classxcal and mstrumcntal condmomng is, therefore, one aspect of a more fun-
damcntal qucstlon what types of innate knowlcdgc do ammals have and in

what ways does this innate knowlcdgc conmbutc to lcammg"

Condmonmg theory sccks to explain ammals bchavmur in detail: to
cxplain, for cxamplc, just how the time interval between a response and a rein-
forccr affects the rate at which thc rcsponsc is learned. As a consequence of
thxs level of detail, condmomng thcory cannot readily be used to cxplam or to
predict animal leammg undcr more natural condmons: the rclanonshlps between
stimnli, responses, and reinforcers becomc too cor'nple‘x for models of instru-
mental conditioning to make predictions. It is clear in a general way that instru-‘
mental conditioning could enable an animal to learn to obtain what it needs, but

conditioning theory cannot in practice be used to predict the results of learning


















































































































































































































































































































































































































































































































































































































































































































